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ABSTRACT
Inverse design of photonic components — recovering fabri-
cation geometry from target performance specifications — is
ill-posed, non-unique, and non-linear. We present an end-to-
end, physics-grounded ML pipeline for inverse design of 2×2
multimode-interference (MMI) couplers in Mach–Zehnder inter-
ferometers (MZIs), built on open-source eigenmode-expansion
simulation, a quality-controlled 5,200-geometry dataset, a fast
forward surrogate, and two probabilistic inverse models: a Mix-
ture Density Network (MDN) and a Conditional GAN (cGAN).
On a 20-target benchmark, the MDN achieves 61.4% and the
cGAN 57.8% design success rate.
Keywords—MMI coupler, inverse design, MZI, surrogate
model, MDN, conditional GAN, silicon photonics.

I. MOTIVATION AND PROBLEM STATEMENT
Silicon photonics has emerged as a dominant platform for

integrated optical circuits [1]. The 2×2 MMI coupler is a critical
building block used in MZIs, optical switches, and coherent
transceivers due to its compact footprint, fabrication tolerance,
and broadband operation [2].

Performance of an MMI coupler is governed by five geometric
parameters — MMI width WMMI, length LMMI, taper length Lt ,
and input/output waveguide widths Win/Wout — which map to
circuit-level metrics through a non-linear, wavelength-dependent
physical model. The forward problem (geometry → response)
is tractable via electromagnetic simulation; the inverse problem
(target response → geometry) is ill-posed and non-unique: many
geometries may satisfy the same specification, and gradient-
based optimisation tends to find local optima [3].

Traditional design flows require expert intuition and time-
consuming sweeps. ML offers a principled alternative: sur-
rogate models replace expensive simulation [4], while gener-
ative models represent multi-modal posteriors over geometry
space [5, 6]. However, prior works target spectral objectives
rather than circuit-level metrics, and direct MDN/cGAN com-
parisons on identical datasets are absent — gaps this work ad-
dresses.

II. PIPELINE ARCHITECTURE
Fig. 1 shows the complete workflow. The pipeline proceeds

through five stages: geometry sampling, EME simulation, qual-
ity control, surrogate training, and inverse model training and
evaluation.

A. Dataset Generation
An initial pool of 8,000 MMI geometries was generated via

Latin Hypercube Sampling (LHS) [11] over the five-parameter
space (Table 1). Each geometry was simulated using EMEPy [7]
— an open-source eigenmode-expansion solver — across 1,500–
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Figure 1: End-to-end pipeline. Blue: data generation; green: process-
ing; orange: forward model; red: inverse design.
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Figure 2: Symmetric MZI used for circuit evaluation. Phase ∆φ is
swept to extract ER, IL, and BW from each simulated MMI geometry.

1,600 nm in 30 wavelength steps, chosen over Lumerical FDTD
due to licensing and scripting limitations. The output is the full
complex 2×2 S-matrix S(λ ) — eight real features per (geometry,
λ ) pair.

Table 1: Geometry parameter space (SOI 220 nm, SiO2 clad).

Parameter Description Range (µm)

WMMI MMI width 2.0 – 4.0
LMMI MMI length 10 – 25
Lt Taper length 1.0 – 3.0
Win Input WG width 0.4 – 0.8
Wout Output WG width 0.4 – 0.8

B. MZI Circuit Evaluation
Each MMI is embedded in a symmetric MZI topology (Fig. 2).

For every geometry and wavelength, the inter-arm phase ∆φ is
swept over [0,2π] in 200 steps and the output power Pout(λ ,∆φ)
is computed. Three circuit-level figures of merit are extracted:

ER(λ ) = 10log10
Pmax

Pmin
, (1)

IL(λ ) =−10log10(Pmax), (2)

and bandwidth BW, defined as the wavelength range where
ER(λ )≥ 20 dB.

Raw outputs were filtered by energy conservation (∑ |So j ik |2 ≤
1.05), and the metric distributions were balanced by stratified un-
dersampling to prevent the training set from being dominated by



low-ER geometries. The final dataset contains 5,200 geometries
(×30 wavelength points = 156,000 rows). Table 2 summarises
the metric distribution after QC and stratification.

Table 2: MZI metric distribution in the final dataset.

Metric Min Median Max

ER (dB) 3.1 18.4 41.2
IL (dB) 0.04 1.6 8.3
BW (nm) 0 32 100

III. MACHINE LEARNING MODELS
A. Forward Surrogate

A residual MLP fθ : (g,λ )→ Ŝ(λ ) maps the normalised 5-
D geometry vector and wavelength to the predicted 8-D S-
parameter output. Two 512-unit hidden layers with a skip con-
nection are trained with MSE loss, Adam optimiser (lr = 10−3),
and cosine-annealing learning rate schedule on an 80/10/10
train/val/test split. The trained surrogate achieves a test-set
MSE = 6.2×10−3, completing inference for 1,000 geometry-
wavelength pairs in under 1 s on a single CPU core — an esti-
mated 103–104× speedup over direct EME simulation.

B. Inverse Models
Both inverse models take target circuit specifications c∗ =

(ER∗, IL∗,BW∗) as input and generate candidate geometries.
MDN: Following Bishop [8], the MDN models p(g|c∗) as

a K=10 component GMM; a 4-layer MLP (hidden dim. 256)
outputs weights, means, and log-variances, trained by NLL min-
imisation.

cGAN: A generator G(z,c∗)→g maps a 32-D latent vector
and condition to a geometry. WGAN-GP [10] training (λgp =
10, 5 critic steps) is used for stability. Table 3 summarises
hyperparameters.

Table 3: Hyperparameters for inverse models.

Hyperparameter MDN cGAN

Hidden dimension 256 256
Layers 4 3
Special param K=10 components |z|=32
Learning rate 10−4 2×10−4

Epochs 300 500
Loss NLL WGAN-GP

IV. RESULTS AND SIGNIFICANCE
A. Evaluation Protocol

Both models were evaluated on 20 target specifications (ER∗∈
[15,35] dB, IL∗∈ [0.5,3.0] dB, BW∗∈ [0,50] nm). For each, 200
candidate geometries are generated, scored by the surrogate, and
assessed by the MZI evaluator. Success requires ÊR ≥ ER∗,
ÎL ≤ IL∗, and B̂W ≥ BW∗ simultaneously.

B. Quantitative Results
Table 4 reports aggregate success rates and per-metric mean

shortfalls across all 20 targets.
The MDN achieves a higher overall success rate (61.4% vs.

57.8%) and lower IL shortfall (0.21 dB vs. 0.35 dB), reflecting

Table 4: Benchmark comparison of inverse design models across 20
target specifications.

Model Success δER δIL δBW

Rate (dB) (dB) (nm)

MDN 61.4% 1.8 0.21 4.2
cGAN 57.8% 1.4 0.35 3.7

the stability and calibrated uncertainty of the explicit Gaussian
mixture posterior. The cGAN produces lower ER and BW short-
falls (1.4 dB and 3.7 nm respectively), suggesting that its implicit
distribution better captures the tails of the geometry posterior —
an advantage for demanding high-ER or wide-bandwidth design
targets.
C. Significance

This work makes three key contributions to the silicon pho-
tonics design community:

Three aspects distinguish this work: (1) Open-source
pipeline — built entirely on EMEPy [7], the framework is
fully scriptable and avoids proprietary licensing constraints.
(2) Circuit-level objectives — unlike spectral-similarity ap-
proaches [4, 5], ER, IL, and BW are targeted directly, matching
real MZI system requirements. (3) Head-to-head compari-
son — the unified evaluator provides the first apples-to-apples
MDN vs. cGAN benchmark on MMI couplers; complemen-
tary strengths (MDN for IL fidelity; cGAN for ER/BW ex-
tremes) motivate future hybrid sampling. The ∼61% success
rate demonstrates viability for practical silicon photonic design
with surrogate-accelerated evaluation.

V. CONCLUSION
We presented a complete, physics-grounded ML pipeline for

inverse design of 2×2 MMI couplers using open-source EME
simulation, a fast residual MLP surrogate, and MDN/cGAN in-
verse models. The MDN achieves 61.4% success rate; the cGAN
shows complementary ER/BW advantages, together providing a
systematic, extensible foundation for simulation-free photonic
inverse design.
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